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Multi-modal Interaction-Aware Motion Prediction at
Unsignalized Intersections
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Abstract—Autonomous vehicle technologies have evolved
quickly over the last few years, with safety being one of the key
requirements for their full deployment. However, ensuring their
safety while navigating through highly interactive and complex
scenarios remains a critical challenge. To tackle this problem,
intention estimation and motion prediction are fundamental. In
this work, a method to infer the intentions, based on a Dynamic
Bayesian Network (DBN), and predict the motion, using Markov
Chains, of the nearby vehicles at unsignalized intersections is
proposed. This approach considers all possible corridors of the
surrounding traffic participants and takes into account their
interactions to infer the probabilities of stopping or crossing the
intersection, as well as the probability of being in each of the
possible navigable corridors. To achieve this, the DBN is used
to model the relationships between the observed states and the
unobserved intentions of the nearby agents. The Markov Chain
model, obtained from a kinematic model, is used to predict the
future motions of the vehicles, taking into account their current
state, their inferred intentions, and the uncertainty associated
with the prediction. The resulting multi-modal motion predictions
are sent to the ego vehicle to navigate through the scene. The
proposed method is evaluated in 6 real situations extracted from
publicly available datasets and is compared with a model-based
and a learn-based baseline models. The results showed that
the proposed method outperformed both baselines in terms of
accuracy considering the metrics ADE and FDE.

Index Terms—autonomous vehicles, motion prediction,
intention-detection, interaction-aware, intersection.

I. INTRODUCTION

IN recent years, intersection management has been an
increasingly researched topic due to its importance to

achieve fully autonomous vehicles. Indeed, intersections are
the locations with the highest collision rates and fatalities [1].
Hence, it is fundamental that the autonomous vehicle can
safely navigate through these scenarios. To do so, it must
be able to understand its interactions with the other traffic
participants by predicting their future intentions and motion.

Vehicle motion prediction is governed by traffic rules, road
geometry, and the interaction with other traffic participants.
In the literature, some works use vehicle motion models and
filtering techniques to generate predictions. These approaches
generally do not consider the interaction between vehicles
and can only be used with small prediction horizons. Other
approaches use set-based predictions, that although they ensure
safe planning, can be over-conservative, making it difficult to
find a trajectory in complex scenarios. Others employ data-
driven techniques that do take the interaction into considera-
tion and produce point-based predictions, but rely on a vast
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Fig. 1. Flowchart for intention inference and motion prediction.

amount of data and sometimes struggle to handle different
scenarios for which they were not trained.

According to [2], traffic situations can be described as
highly probabilistic processes due to three main reasons: (1)
incomplete detection of some important features of the scene,
(2) stochastic intentions of the traffic participants, and (3) a
high level of interaction between decisions and motions of
surrounding objects.

To properly tackle the stochastic nature of the problem
and cope with some of the limitations of other families of
techniques, a novel method to predict the motion of nearby
vehicles at unsignalized intersections is proposed. It explicitly
considers interactions, road layout, and traffic rules and can be
used in any driving context, as it does not rely on training data.
It is composed of a Dynamic Bayesian Network (DBN) to infer
the intentions and Markov Chains are used to generate a grid-
based motion prediction. The grid-based representation of the
predictions was selected to take into account the uncertainties
both in the motion model and in the input data. Thus, the
ego vehicle is provided with a probabilistic evolution of the
scene, resulting in a more robust prediction when compared
with a point-based trajectory prediction that cannot explicitly
handle the associated uncertainty present in highly interactive
scenarios.

The main contribution of this article is to provide a generic
framework for real-time motion prediction that can handle any
layout and number of vehicles. Its most relevant features are:

• It can generate motion predictions of all the involved
vehicles considering the interactions among them and
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with the road layout. It relies on a novel DBN that explic-
itly incorporates the traffic regulations of each specific
driving scene (unsignalized intersections, roundabouts,
merging into a major road. . . ), putting together drivers’
expectations and intentions.

• The inherent uncertainties of the perception stage and
of the traffic agents’ evolution are explicitly taken into
consideration, providing as output a multi-modal proba-
bilistic distribution (or, in other words, a spatio-temporal
footprint on each of the corridors accessible to each
nearby vehicle).

• Although the predictions can potentially consider differ-
ent driving styles through the acceleration profiles, the
core algorithm does not require motion historical data
and can be used in any unknown scenario for which a
map is available.

The structure of the framework, named interaction-aware
motion prediction (IAMP), is presented in Figure 1. Although
some parts of this scheme have been preliminary tested on
highways [3] and roundabouts [4], the focus of this work is to
validate the behavior of an enhanced and complete version
of the framework in complex intersections. In comparison
with these previous works, the framework here proposed
has new features both at the intention estimation and at the
motion prediction modules, which improves the results both
in accuracy as in computational time. It has been exhaustively
evaluated in 6 intersections layouts of 6 scenarios with real
traffic data extracted from the public datasets INTERACTION
[5] and inD [6].

The remainder of this paper is organized as follows: Section
II presents a review of some related works trying to solve the
identified problem. Section III describes the foundation of the
proposed architecture with the modules Intention Estimation
and Motion Prediction being introduced in Sections IV and V,
respectively. Section VI presents the datasets being used and
shows the results for the 6 simulations. Finally, Section VII
provides some concluding remarks.

II. RELATED WORK

The study from [7] categorized the motion prediction
methods for vehicles into physics-based, maneuver-based, and
interaction-aware models. The physics-based models depend
only on the laws of physics. They are simple models with low
computational complexity, such as constant velocity (CV) or
constant acceleration (CA), that generate predictions that are
only reliable for a short horizon. The maneuver-based models
predict the vehicle’s behavior based on the early recognition of
the maneuvers that drivers intend to perform. These maneuvers
are executed independently of other vehicles. In contrast, the
interaction-aware models are based on maneuvering entities
that interact with each other, leading to a better interpretation
of their motion.

A recent study focused mainly on machine learning ap-
proaches [8], stated that motion prediction solutions should
be categorized into four principal strategies: (1) Prediction
methods (intention-aware or interaction-aware), (2) Classes
(model-based or data-driven), (3) Algorithms (which type of

model), and (4) Datasets (classified according to the point of
view: top-down-view data or vehicle-view data).

Since the work here presented considers the interrelations
between vehicles in a model-based approach, the remainder
of this section focuses on state-of-the-art strategies that make
use of interaction models.

A first family of techniques has been identified dealing with
uncertainty through stochastic filters. In [9], the behavior at
intersections is modeled with three modes –pass, decelerate
and stop– and used an Interacting Multiple Model (IMM) filter
to infer the vehicle intention by estimating the probability of
the three models. For each target vehicle, the future states
at each model are predicted via an Intelligent Driver Model-
based Extended Kalman Filter and they are fused considering
the estimated probabilities. In [10], the author proposed a self-
adaptive motion predictor that considers occluded areas to pre-
dict the probabilistic future states of vehicles and estimate the
uncertainty of prediction simultaneously. He used a kinematic
model to represent the vehicle’s motion and a Kalman Filter
to estimate the predictor uncertainty. Due to the uncertainty
produced by the Kalman Filter, these methods should only be
used to predict small prediction horizons.

An alternative approach to consider interactions to model
the route and maneuver intentions of the traffic agents is
a Dynamic Bayesian Network. They provide a consistent
and time-oriented interaction structure that may explicitly
consider sensor and model uncertainties. [11] proposes to infer
the drivers’ intentions using this modeling technique, from
which an action, characterized by values of yaw rate and
acceleration, is derived and the motion prediction is generated.
This approach contemplates only the most likely action for the
time horizon of the prediction, which could have a detrimental
impact on the motion planning search space in complex
scenarios. To cope with this limitation, other approaches have
proposed techniques providing as output not a single point, but
rather a (multi-modal) prediction area, either a probabilistic
footprint or a reachable area. In this connection, the authors
in [12] propose using set-based predictions with reachability
analysis to find all possible reachable sets based on a given
map and traffic participants’ positions and velocities. Despite
this method ensures safe planning for the ego vehicle, it is
overly conservative, and in a complex scenario with many
vehicles, the ego vehicle may have to come to a complete
stop since all paths are occupied. In [13] the authors extend
their work to include driver interaction in their set-based pre-
dictions. They accomplish this by comparing vehicles driving
in the same lane and removing the unreachable areas of the
vehicles that follow. As a result of the removal of previously
occupied areas, the drivable area of the ego vehicle increases.
However, neither intentions nor traffic rules are taken into
account in these predictions.

In recent years, many neural network architectures have
been employed to handle interaction-aware motion prediction.
[14] presents a joint multi-agent trajectory prediction frame-
work where a graph encoder and a grid decoder are applied
to a goal-based prediction. It takes as input the agents’ history
and a lanelet map and outputs a heatmap of possible final
locations, from which K trajectories are obtained by decoding
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K endpoints and creating the path using a fully connected
neural network. [15] proposes a network architecture based on
a stacked transformer to model multi-modal predictions having
as input predefined trajectories extracted from the traffic
information. [16] uses trajectory anchors, obtained from the
training dataset, and models the intent uncertainty by means
of a Gaussian Mixture Model whose parameters are predicted
with a deep neural network. [17] predicts the trajectory of
the target vehicles using a hierarchical graph neural network
that takes the vector representation of agents and map as
input and obtains the interactions between agents through a
fully-connected graph. [18] uses a sparse context encoder to
extract the features from the agents and map, a dense goal
encoder to obtain the goal probability distribution and a goal
set predictor that generates predicted trajectories based on the
goal probability distribution. [19] proposes a neural network
model composed of fixed and dynamic graphs to represent
the interactions between close traffic participants, graph con-
volutional blocks to extract their features, and an encoder-
decoder LSTM to predict their motion. [20] introduces a three-
channel model that considers the individual dynamics of the
agents, their interactions, and the road layout. They extract
the dynamics of the agents from their historical states and
the inter-agent interactions are represented with a directed
edge-featured heterogeneous graph. The map is shared with all
agents with a selective gate mechanism. [21] uses a modular
encoder-decoder architecture to predict the future motion of
the agents. It classifies the interacting agents as pairs of
influencers and reactors and employs a marginal prediction
model and a conditional prediction model to generate the
predictions of the traffic participants. [22] proposes a multi-
modal attention transformer encoder to generate multi-modal
predictions where the social interactions between agents are
represented in a graph and the map is passed as a waypoint-
based structure. Notice that despite the very promising predic-
tion results of most of these methods, data-driven approaches
rely on a vast amount of data, and the results obtained with
them can degrade when applied to different scenarios from
those selected for their training.

Markov chains are another commonly explored strategy for
motion prediction and risk assessment, but they rarely consider
interactions among vehicles due to their computational cost.
To cope with this limitation, recent works have proposed
to combine them with data-driven learning mechanisms (e.g.
[23], [24]). In this work, a combination of Markov Chains
with DBN is proposed, trying to exploit in a real-time setting
the predictability of the former and the social awareness
introduced by the latter.

[25] argues that in order to better predict human drivers’
behavior, autonomous vehicles should use social psychology
tools, such as Social Value Orientation (SVO), to pick up cues
as to how the driver will handle a situation, such as a left
turn at an intersection when interacting with the autonomous
vehicle. According to them, failing to understand these cues
can make traffic flow worse or even endanger the safety of the
traffic participants. In this work, although the social cues of the
vehicles are not explicitly used in the estimation process, it is
assumed that the inferred intentions of the drivers capture their

decision-making process based on the observations obtained
from the environment.

III. FRAMEWORK BACKBONE

The framework here proposed can be divided into 4 blocks,
which deal with the computation of: Corridors, Relations,
Intention estimation and Motion prediction, as shown in Figure
1, where the flowchart is presented, as well as the data entering
and leaving each block. The entrance data can be retrieved
from exteroceptive sensors, V2X communication, or from
publicly available datasets. The output of the framework is
a motion grid that goes to the maneuver and motion planner
of the ego vehicle [26].

The backbone of the framework, namely, Corridors and
Relations, will be discussed in length below, beginning with
an overview of the maps. The modules Intention Estimation
and Motion Prediction are explained in the following sections.

A. Map

Maps provide detailed information about the roads in the
scenarios, they are essential to the correct functioning of the
framework. They are loaded before starting the procedures
described in the following sections and are composed of
lanelets [27], which are interconnected driveable road seg-
ments represented geometrically by left and right bounds. In
places where there is no explicit lane line delimiting the limits
of the road, such as at an intersection, virtual lanes are created
to represent the probable path a vehicle might take following
a given direction. An adjacency graph is created using the
relationship between each pair of lanelets.

The regulatory elements, which are linked to the lanelets,
can specify the lanelets that have the right of way, those that
are required to yield, and the actual location of the stop lines in
the event of unsignalized intersections. These characteristics
are required to identify the intersections on the map and to
compute the longitudinal expectation, as explained in Section
IV-A.

The intersections are made up of lanelets, entrance and exit
points, priorities and connections corridors1 linking entrances
to exits. Since these characteristics are not explicitly available
in the map, the procedure described in Appendix A has been
implemented in order to obtain them. Figure 2 shows an
illustrative example of the result of this automatic procedure
using an intersection from the dataset inD.

B. Corridors

Provided a map composed of lanelets, the physical and
relational layers are used to find all the navigable corridors for
the vehicles in the scenario. The extension of these corridors
is limited to the distance that the vehicle can travel in a
given time interval at its current velocity, assuming constant
acceleration.

The lanelets where the vehicles are located are determined
first by comparing each vehicle’s location and orientation with

1Corridors are lanelet-sequences obtained from the adjacency graph. As in
the case of lanelets, they are also defined by left and right bounds.
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Fig. 2. Example of intersection. Blue rhombuses are entrances, red rhombuses
are exits and the green rectangle represents the intersections’ limits. Black
arrows show the direction of the lane.

Fig. 3. Example of corridors and grid. The vehicle has three possible
corridors: green (to turn right), blue (to turn left) and red (to go straight).

the physical layer. To generate a lanelet-sequence for each
corridor, a graph search for adjacent lanelets is performed
beginning with the vehicle’s current lanelet(s).

If necessary, the corridors found can be expanded or
removed in subsequent iterations. The expansion occurs if
the predictions cover over 85% of their distances, where
a graph search is conducted to add at least 10% of their
current distances to the end of the corridors, creating new
ones if necessary. The corridors are removed if the difference
between the current vehicles’ orientations and the centerline
of the corridors is larger than a threshold, or if none of the
current lanelets in which the vehicles are located belong to the
corridors.

The corridors’ paths are defined by matching their lanelets’
identifiers with the lanelets’ identifiers of the optimized center
points, which are obtained offline using the approach described
in Appendix A. From the optimized center points, a road-
shaped grid is created for each corridor onto which the motion
prediction is projected. The vehicle’s lateral location related to
the grid is updated at each time step, and the centerline closest
to the vehicle is chosen to be utilized in the subsequent steps.

Figure 3 depicts an example of a vehicle’s corridors, with
the grid displayed for one of the corridors. As previously
stated, this procedure is repeated for all the surrounding
vehicles, and a grid is created for each of their respective
corridors.

The output of this search is a list of corridors (LC) that
contains the corridors from all vehicles at the scene.

C. Relations

The relationships between vehicles and the elements of the
map are discovered during this step of the process. With the list

Initial intersecting

points

End intersecting

points

(a)

End intersecting

points

Initial intersecting

points

(b)

Fig. 4. Intersecting points for one corridor of the blue vehicle vs two corridors
of the magenta vehicle. In both scenarios, the blue vehicle arrives later at the
initial intersecting point, hence it is dependent on the magenta vehicle. The
corridor’s color represents to which vehicle it belongs.

of corridors obtained in the previous step, three key elements
are obtained: the corridors dependencies, the distances to the
intersections, and the lateral relation.

1) Corridors dependencies: The search for the relationships
between the corridors is necessary to determine the influences
that the predictions made about a corridor will have on the
rest of the corridors. To do so, the centerline of the corridors
of all vehicles present in the scene are pairwise overlapped
producing a list of intersecting points for each corridor. Figure
4 presents the intersecting points for a corridor (approaching a
fork intersection) from the blue vehicle, when compared to the
two corridors from the magenta vehicle. Notice that one stays
on the main road (Figure 4a) and one takes the exit (Figure
4b).

In each pair of intersecting points, the vehicle which arrives
first at the initial point is determined considering constant
velocity. Of the two vehicles, the one that arrives early causes
a dependence on the one that arrives later. Next, for each
corridor, the intersecting points are grouped and ranked based
on their distance from the initial point and length (distance
between the initial and end points). The dependence to the
corridor is selected as the one that is nearest (within a range)
and longest in length. At a given instant, only one corridor
is selected to influence the predictions of another corridor.
From the example, the dependence of Figure 4a is chosen,
because it influences the corridor of the blue vehicle for a
greater distance.

If any of the following conditions apply to the selected
dependence, such dependence is discarded and the next one is
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Fig. 5. Parameter description in intersections. Black arrows show the direction
of the lane.

analyzed:
• the corridor that is generating the dependence has another

dependence closer to itself (when compared with the
position of the dependence being evaluated);

• the corridor that is generating the dependence has an
intersection closer to itself and does not have the right
of way;

As a result, if a corridor has a dependency before arriving at
an intersection, it will not be accounted for at that intersection.
This method decreases the number of vehicles that must be
considered at intersections.

The output of this corridors relations algorithm is a list
of corridors dependencies (CD), that contains which corridor
influences the predictions of another corridor and the order in
which the predictions must be computed.

2) Distance to intersections: Three variables are obtained
at each intersection: the distances to the intersection, as well
as the connection corridors and entrance points the corridors
travel through. To minimize extra computation, the corridor
will not be considered in the next stages if the distance is
more than what the vehicle can reach in the time horizon.
Only the corridors that pass through the intersection are taken
into account.

To define the intersections through which the corridor
passes, the corridor’s lanelet’s identifiers are intersected with
those of the intersections.

The distance to the intersection is calculated, in the Frenet
frame, by projecting the entrance point to the corridor’s
centerline and calculating the difference between the projected
position of the entrance and the projected location of the
vehicle. An example is illustrated in Figure 5.

The result of this step is the distances to intersections (DI),
computed for all the vehicles involved in the scene.

3) Lateral relation: The surrounding vehicles of each target
vehicle are discovered in this stage. The vehicles’ followers
(f ) and leaders (l) in the current (C), right (R), and left (L)
lanes are found and the bumper-to-bumper distances from the
target vehicle to all of them, together with the corresponding
velocity differences, are stored (such as in Figure 6). The
lateral relation is obtained in every time step of the evolution
of the scene. If for some reason, a vehicle is missing at a
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Fig. 6. Lateral relations for a target vehicle (red) considering a right lane
change.

Ect-1

n

Фt-1
n

Zt-1
n

Ф
t

n

Zt
n

Rt-1
n n

Rt

Ict-1

n

Est-1

n

Ist-1

n

Ect

n

Ict

n

Est

n

Ist

n

Fig. 7. Dynamic Bayesian Network for two consecutive time steps.

given time, the slot that this vehicle would fill in the relations
remains empty. If two vehicles change their orders, this change
will be represented in the next iteration and the predictions of
both vehicles will also be influenced by the change.

The output of the lateral interaction step is the aforemen-
tioned lateral relation (LR) data structure.

IV. INTENTION ESTIMATION

The Dynamic Bayesian Network (DBN) described in [28]
and implemented in [3], [4] inspired the one used to estimate
the intentions of the traffic participants. DBNs are a powerful
modeling language widely used in reasoning and classifi-
cation [29] that can take into account causal and temporal
dependencies and consider uncertainty in measurements and
in human behavior [11]. The network represented in Figure 7
is instantiated for each of the vehicles in the scene, except for
the ego vehicle, where bold arrows represent the influences of
the other vehicles on vehicle n through some key variables
(Ecnt , Icnt , Esnt , Isnt , Rnt , Φnt , Znt ).

The relationships between the variables in Figure 7 allow
the following generalized distribution to be used to model the
driving scene:

P (Ec0:T , Ic0:T ,Es0:T , Is0:T ,R0:T ,Φ0:T ,Z0:T )

= P (Ec0, Ic0,Es0, Is0,R0,Φ0,Z0)×
T∏
t=1

×
N∏
n=1

[P (Ec
n
t |Rt−1Φt−1)× P (Ic

n
t |Ic

n
t−1Ec

n
t )×

P (Es
n
t |RtΦt−1)× P (Is

n
t |Is

n
t−1Es

n
t )×

P (Rnt |Rnt−1Ic
n
t Ec

n
t )×

P (Φnt |Φnt−1R
n
t Is

n
t )× P (Znt |Φnt )]

(1)

where the variables are described below:
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• Expected lateral maneuver Ecnt : estimates the likelihood
that the vehicle will be able to change lanes, in accor-
dance with traffic laws, without interfering with traffic. It
has two possible values: stay and change.

• Intended lateral maneuver Icnt : reflects the lateral inten-
tion of the vehicle.

• Expected longitudinal maneuver Esnt : estimates the like-
lihood of the vehicle stopping at an intersection, under
traffic laws, and can take two values: go and stop.

• Intended longitudinal maneuver Isnt : reflects the longitu-
dinal intention of the vehicle.

• Route Rnt : contains the desired route followed by the
vehicle.

• Physical vehicle state Φnt : represents the pose, curvature,
and velocity of the vehicle. They are determined at each
instant based on the vehicles’ intentions.

• Measurements Znt : reflects real measurements of the
vehicle’s physical state, collected either directly from the
ego vehicle’s exteroceptive sensors or via V2X commu-
nications [30].

At each time step, the number of vehicles present at the
scene can vary. This can happen due to the reach of the ego
vehicle’s sensors or due to vehicles entering or leaving the
covered zone in the case of a dataset. To handle such cases,
for every new vehicle that appears, the DBN is instantiated,
and the initial intentions and route are randomly set from the
list of possible values. Once a vehicle disappears, its physical
state Φnt is updated for a few steps before being completely
discarded. In this work, the data from the vehicles is available
throughout the time they are present in the scenario. An
extension considering occlusions is part of a future work.

Since an exact inference of (1) is impractical, a particle filter
is employed to estimate the hidden states Ect, Ict, Est, Ist,
Rt and Φt, given the observed variables Zt.

The particle filter is a form of Bayesian filter that can
estimate the state via its predict/update cycle [31]. It is
a sampling-based inference algorithm that can handle any
type of probability distribution [32] and can be implemented
using parallelism [33]. The version employed here has three
primary steps: prediction, update, and resampling. The prior is
computed in the prediction step by propagating the particles
using on a system model. The expected state estimate is then
refined using a measurement Zt in the update step. Finally,
in the resampling step, new particles are chosen at random
from the set of weighted particles, with replacement [34].
Each particle represents a possible state of the overall situation
where each vehicle has its own corridor.

The flowchart shown in Figure 8 provides an overview of the
steps of the particle filter employed, followed by a description
of the new implementations when compared with a previous
work [4]. For further explanation of the parts not described
here, the reader is referred to [4]. The inputs to the algorithm
are the interactions defined in the previous subsection (CD, DI
and LR), and the outputs are the longitudinal intentions (LI),
and the probabilities (CP) of each of the vehicles’ possible
corridors (that are estimated by the sum of the particle weights
that include the given corridor).

Update

Resampling

Prediction

Corridors dependencies (CD)
Distance to intersections (DI)
Lateral relation (LR)

Longitundinal intentions (LI)
Corridors probabilities (CP)

Fig. 8. Particle filter flowchart.

A. Longitudinal expectation

A pairwise evaluation of the corridors is done at each
intersection to estimate the expected maneuver of the vehicles,
resulting in a conflict matrix.

The following rules are considered for each pair of vehicles
that are being evaluated:
• if the priorities (right-of-way with respect to each other,

defined with the methods described in Appendix A) are
0, both vehicles are expected to go;

• if a vehicle has priority over the other vehicle, the former
is expected to go and the latter will have its expectation
computed (from [35]) as:

Es =
1

1 + e−η(ln tg+(1−ξ) ln v−β ln tcr−ln υ)
< rand (2)

where tg is the time gap between the arriving times at the
intersection, tcr is the estimated time vehicle i will take to
cross the conflict zone (intersection zones between two
connection corridors) considering constant acceleration,
η, ξ and υ are model parameters.

• if the priority is 1 for both vehicles, the arrival time is
compared:
– if the time difference between arrivals is larger than

one second, the vehicle that arrives earlier is expected
to go and the expectation of the other is computed with
(2).

– if the time difference between the arrival of both vehi-
cles is less than one second, and one of the entrances
is on the right of the other, the vehicle approaching
from the right is expected to go and the other to stop.

– if neither of the aforementioned conditions are met, the
expectation for both vehicles are obtained with (2).

All vehicles passing through the intersection are subjected
to this pairwise analysis, which results in a conflict matrix with
all expectations. The conflict matrix’s columns are summed up
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Fig. 9. Situation example for the conflict matrix. The corridor’s color
represents to which vehicle it belongs.

to decide which vehicles can go and which should stop. The
vehicles whose columns’ sum are equal to zero are expected
to go, while the others are expected to stop. An example of the
conflict matrix is presented in Table I, which represents the
probability to accept the gap and the longitudinal expectation,
for a single particle, in the scene from Figure 9. At this scene,
the blue vehicle is approaching the intersection where it has
the right of way over the magenta and red vehicles.

TABLE I
CONFLICT MATRIX: PROBABILITY TO ACCEPT THE GAP AND THE

LONGITUDINAL EXPECTATION IN PARENTHESIS

vehicle
vehicle blue magenta red

blue X 0.1 (1) 0.05 (1)
magenta 1 (0) X 1 (0)

red 1 (0) 1 (0) X

The way to read Table I is: the blue vehicle has the right
of way when compared with the magenta and red vehicles.
Therefore, the cells (magenta, blue) and (red, blue) has 1 as
the probability to accept the gap and 0 (go) as the expected
maneuver. For the cells (blue, magenta) and (blue, red), the
probability to accept the gap, computed with (2), are 0.1 and
0.05, respectively, resulting in an expected maneuver to stop
when compared with a random number. The corridors for the
magenta and red vehicles do not intersect. Hence, the cells
(magenta, red) and (red, magenta) have an expected maneuver
to go. The sum of the columns results in [0 1 1], which is
interpreted as an expected maneuver to go for the blue vehicle
and to stop for the magenta and red vehicles.

The crossing time of the conflict zones is stored and used
in the motion prediction stage in order to estimate when the
vehicle will start moving when it does not have the priority to
cross the intersection.

B. Longitudinal intention

The longitudinal intention is calculated using the previous
intentions (Ist−1) and the current expectations (Est). If a
random value is greater than the empirical probability provided
by Table II [36], the intention is 1 (stop).

The longitudinal intention is used to compute the motion
prediction for vehicles at intersections.

TABLE II
LONGITUDINAL INTENTION

Ist−1 Est Probability
0 0 0.9
0 1 0.5
1 0 0.5
1 1 0.1

C. Physical vehicle state update

After the estimation of intentions, the pose (explained in
[4]), velocity and curvature of each vehicle in each particle
must be updated.

1) Velocity: The velocity of a specific vehicle in a particle
is updated with an acceleration sampled from the acceleration
profiles (described below in Section V-A) used in the motion
prediction. If the intention for the particle is to go, the update
is done with profile (ii); if the intention is to stop, profile
(iii) is selected. These profiles represent the accelerations the
vehicle might take, considering the curvature of the path, the
predictions of the leading vehicle (when it exist), and the
intersection position with respect to the centerline.

In each case, n normal distributions are obtained from the
profile to represent the accelerations preferences of the vehicle
in the prediction horizon. These distributions are obtained by
the evaluation of the input intervals (ranging from -4 m/s2 to
3 m/s2) using a mean and a standard deviation obtained from
the equally divided profile.

From the first distribution, an acceleration as is sampled
and the velocity of the particle is updated as follows:

v=vt−1 + as∆t (3)

2) Curvature: For each particle, the curvature of the vehicle
κnt is obtained directly from the curvature of the path, at the
closest point to the particle.

D. Weight update

The weight of each particle is updated based on a five-
variate normal distribution centered on the real state of each
vehicle Znt , obtained from perception, with no correlation
between the positions x and y, the orientation Θ, the velocity
v and the curvature κ.

P (Znt |Φnt ) = N (x̂nt , x
n
t , σx)×N (ŷnt , y

n
t , σy)×

N (Θ̂n
t ,Θ

n
t , σΘ)×N (v̂nt , v

n
t , σv)×N (κ̂nt , κ

n
t , σκ)

(4)

where N (a, b, c) assesses the predicted value a, considering
mean b and deviation c.

The true state of the curvature is obtained with velocity and
heading values:

κnt =
Θn
t −Θn

t−1

∆t

1

vnt−1

(5)

To diminish sensing noise, a moving average filter is applied
to the curvature.

The total weight w of a particle k is the product of (4) over
all N vehicles present:
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wkt =

N∏
n=1

P (Znt |Φnt ) (6)

V. MOTION PREDICTION

The strategy proposed in [37] inspired the implementation
here proposed to generate the probabilistic predictions of the
surrounding vehicles present at the scenes, for a prediction
horizon of 4 s.

Firstly, the system dynamics is abstracted into Markov
chains, where the state space X and input space U are
discretized into intervals. The state space is comprised of
longitudinal position s and velocity v, with intervals of size
0.5 m x 0.5 m/s, and the input space reflects the potential
acceleration a ranging from -4 m/s2 to 3 m/s2, normalized
into 7 intervals between -1 and 0.75.

Secondly, the Markov chains’ transition probability matrices
for a time step Υ(τ), and for a time interval Υ([0, τ ]), where
τ is the time increment, are computed offline with reachability
analysis, considering the following differential equation as the
vehicle’s longitudinal dynamics:

ṡ = v

v̇ =

{
amaxu, 0 < v < vmax

0, v ≤ 0 ∨ v ≥ vmax
(7)

where vmax and amax are the maximum allowed velocity and
acceleration, respectively, and u is the input ranging from -1
to 0.75.

The input transition matrix Γ(tk) represents the transition
probabilities between the input states. This matrix is comprised
of the multiplication of two parts: a transition matrix Ψ, which
depicts the vehicle’s inherent behavior when there are no pri-
orities for certain input values (all inputs will eventually have
the same probability), and a priority matrix λ, which represents
the desired acceleration distribution at each state and each time
step, considering the constraints imposed by the road layout
and interactions with other vehicles and road elements. The
priority matrix λ is obtained from the acceleration profiles
described below, in Section V-A. Since the transition matrix
Γ(tk) vary over time, it cannot be determined offline, and,
hence, has to be computed at every time step.

The states probability distributions for future time steps
p(tk+1) and time intervals p(tk, tk+1) are computed as fol-
lows:

p(tk+1) = Γ(tk)Υ(τ)p(tk)

p(tk, tk+1) = Υ([0, τ ])p(tk)
(8)

A Markov chain is instantiated for each corridor from each
vehicle, and its predictions are calculated for a time interval.
The longitudinal dynamics follow the corridor centerline. For
the lateral dynamics, it is assumed that the vehicle can occupy
the entire lane with a deviation centered on the vehicle’s lateral
location. The perceived noise and uncertainty of the perception
system are included in the initial distribution p(t1), which
represents the current vehicle position (in the Frenet frame)
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Fig. 10. Example of the computation of the acceleration distribution for a
specific corridor. In (a), the target corridor of the magenta vehicle is shown
with the PCPs caused by the blue vehicle. In (b), the acceleration profiles
obtained are presented. In (c), the distribution obtained with Equation 10 is
presented, where the intensity of each square represents the probability of
using the corresponding acceleration interval in the given time step within
the prediction horizon.

and velocity, and it will be carried on the predictions computed
with (8).

The predictions computed with (8) consider the vehicle as
a point mass. To account for the vehicle’s size, a convolution
operation is performed between a kernel with the vehicle’s
size and the predictions.

At each instant, the probability of being in each corridor
(from CP) is fused into the predictions by a multiplication.
The fact that each prediction carries the corridor’s probability
helps the motion planning of the ego vehicle to assess the risk
or even discard the corridor’s prediction.

All predictions are combined into a single grid based on the
ego vehicle position, the size of which is determined by the
ego vehicle’s velocity and the scenario context.

A. Acceleration profiles
The strategy implemented in [38] with the model proposed

in [39] has been adapted here to obtain 3 types of acceleration
profiles: (i) considering only the curvature of the path, (ii)
considering the curvature and the predictions of the vehicle
ahead (when it exists), and (iii) considering the curvature and
the next intersection in the path (when it exists). Figure 10b
presents an example of the three acceleration profiles for a
corridor shown in Figure 10a.
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(i) an acceleration profile based only on the curvature κ of
the path is computed varying the maximum lateral ac-
celeration, maximum longitudinal acceleration and max-
imum longitudinal deceleration to consider the current
vehicle velocity in the current position of the path. This
profile is derived and to every time step, the jerk is
limited.

(ii) using the dependencies computed in Section III-C1, the
predictions of the leading vehicle are translated into the
Markov chain of the target corridor and the possible
collision points (PCPs) are determined as the weighted
average of the predictions. The PCPs can be viewed as
a one-dimensional projection of the predictions of the
leading vehicle into the centerline of the target corridor
[38]. With the positions and velocities from the PCPs and
using a PD controller, an acceleration is obtained at each
time step, in order to follow a reference distance to the
leading vehicle. Once again, the jerk is limited.

(iii) similar to Section IV-C1, the intersection’s entrance is
considered as a hard constraint preventing the predictions
from going further. This is obtained by setting the velocity
in the index corresponding to the intersection entrance
to 0 m/s and updating the profile to meet the same
requirements as in (i).

For each profile, n normal distributions are obtained to
represent the acceleration preferences of the vehicle in the
prediction horizon. These distributions are obtained by the
evaluation of the input intervals using a mean and a standard
deviation obtained from the equally divided profile.

The priority matrix λ used as input to the motion model (7)
is the weighted average of the 3 distributions described above
(acc1, acc2 and acc3, respectively), considering the longitu-
dinal intention decay Idecay and the occupancy probability of
the leading vehicle Plead in the conflict area as weights. For
each corridor, the maximum crossing time tcr obtained from
the pairwise evaluation from Section IV-A is used to define
the following logistic decay model:

Idecay(t) =
Is

1 + ae−bt
(9)

where Is is the current longitudinal intention (from the vector
LI that contains the longitudinal intention of all vehicles at the
scene), a is a model parameter, and b is the decay rate defined
to set P (tcr) = 0.1Is. This decay is used to estimate when
the vehicle will start moving.

The resulting distribution follows:

λ = (1− Idecay)� ((1− Plead)� acc1
+Plead � acc2) + Idecay � acc3

(10)

with an example shown in Figure 10c.
Notice that λ is obtained by repeating the probabilities of

the distribution in every state of the state space.

VI. DATASET PROCESSING AND EVALUATION RESULTS

Publicly available datasets were used to evaluate the frame-
work here proposed. Within the considered datasets (INTER-
ACTION [5] and inD [6]), 6 different intersections were

identified, from which 6 situations with high interaction were
selected, one for each intersection. This data must be prepared
beforehand, following the process described in [3]. Table
III includes relevant information about each case, where the
number of decisions can be interpreted as the number of times
a vehicle was faced with the decision to leave the intersection
or to keep driving through it. Each case represents a different
layout, as can be seen in the column Map.

The evaluation results (with the metrics introduced in
Section VI-A) from 6 selected situations are presented in
Section VI-C. Before that, one specific situation is selected
and analyzed in Section VI-B. The computational cost of the
framework is discussed in Section VI-D.

A. Evaluation metrics

Three evaluation metrics have been implemented to evaluate
the quality of the predictions: ADE (Average Displacement
Error), FDE (Final Displacement Error) and DKL (Kullback-
Leibler Divergence). Since the predictions are, in general,
multi-modal (each vehicle can have more than one possible
corridor), these metrics are considered in the forms min and
pmin. The min metric selects the minimal value among all
possible k corridors. The pmin value includes the probability ρ
of the vehicle being on the corridor with min value to penalize
the inference error.

• ADE: average L2 distance between the ground truth posi-
tions and the weighted average position of the predictions.

ADEk =
1

n

n∑
i=1

√
(xGTi − x̂i)2 + (yGTi − ŷi)2

minADE = argmink ADEk
pminADE = − log(ρ) + minADE

(11)

• FDE: L2 distance between the last ground truth position
and the weighted average position of the last prediction.

FDEk =
√

(xGTn − x̂n)2 + (yGTn − ŷn)2

minFDE = argmink FDEk
pminFDE = − log(ρ) + minFDE

(12)

• DKL: it quantifies the difference between the predicted
distribution p and the ground truth distribution of the
vehicle body q (considered as a uniform distribution).

DkKL =
1

n

n∑
i=1

∑
x∈X

p(x) ln
p(x)

q(x)

minDKL = argmink DkKL

pminDKL = − log(ρ) + minDKL

(13)

An example of how these metrics are computed is presented
in Figure 11, where d is the euclidean distance between the
averaged predicted position and the ground truth position of
the vehicle used for the metrics ADE and FDE.
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TABLE III
INTERSECTIONS

Situation Map Origin
dataset

Number of
intersections

Number of
entrances

Number of
exits Duration Number of

vehicles
Number of
decisions

A loc1 inD 2 8 5 15.1 s 8 8
B loc2 inD 1 6 4 19.8 s 6 6
C loc3 inD 2 6 4 34.2 s 18 13
D EP0 INTERACTION 3 15 14 22.0 s 22 18
E MA INTERACTION 1 10 7 40.1 s 34 33
F GL INTERACTION 2 19 12 22.8 s 19 29

TABLE IV
RESULTS FOR SITUATION D

METRICS WITH THE SYMBOL ↑ PREFER LARGER VALUES AND METRICS WITH ↓ EXPECT SMALLER VALUES.

Vehicle id Number of
decisions min ld (s) ↑ mean ld (s) ↑ minADE ↓ pminADE ↓ minFDE ↓ pminFDE ↓ minDKL ↓ pminDKL ↓

2 0 0 0 0.53 0.53 2.04 2.04 8.37 8.37
3 0 0 0 0.41 0.41 0.87 0.87 7.32 7.32
6 0 0 0 0.42 0.42 0.82 0.82 8.27 8.27
7 0 0 0 0.63 0.63 1.71 1.71 8.99 8.99
8 0 0 0 0.78 0.78 1.73 1.73 9.28 9.28
9 2 1.9 2.75 0.58 1.47 1.53 2.55 9.51 10.4

10 0 0 0 0.61 0.61 1.61 1.61 8.7 8.7
12 2 1.3 2.65 0.76 0.81 1.87 1.93 8.14 8.18
13 1 1.8 1.8 1.02 1.87 2.38 3.3 10.22 11.04
15 1 2.1 2.1 0.92 2.15 2.14 3.35 10.28 11.33
16 3 4 4 1.22 2.5 3.08 4.37 9.96 11.27
17 2 1 1.9 1.23 1.49 3.19 3.49 9.29 9.3
18 1 4 4 0.61 1.27 1.33 2 8.99 9.66
19 2 1.2 2.6 0.69 1.61 1.5 2.44 8.59 9.36
20 3 0.5 2.37 0.96 0.99 2.32 2.41 8.6 8.62
21 1 1.5 1.5 0.54 1.62 1.19 2.26 8.59 9.67
22 0 0 0 1.08 1.82 2.7 3.39 9.34 10.05
23 0 0 0 0.51 1.24 1.06 1.83 9.3 10.22

ground truth

vehicle body

Fig. 11. Example of prediction and evaluation metrics.

B. Preliminary results

The situation D has been selected to highlight the most
relevant features of the architecture proposed in this paper. It
contains 22 vehicles that face 18 times the decision to take an
exit or to keep driving ahead. Figure 14 shows the layout of
the map with the motion grid of a given time step. The results
for each vehicle are presented in Table IV. A video of the
evolution of the scene containing the motion grid for the last
time step can be found in https://youtu.be/rygMEo4WM7k.

The metrics ADE, FDE and DKL are only considered for
the intervals where the ground truth position is available in the
dataset. If a vehicle stays less time than the predicted horizon,
it is not considered for the evaluation in that specific time

interval. For these metrics, the values presented in Table IV
are the average over the instants where the vehicle was present
in the scene and its predictions could be evaluated. Of the 22
vehicles, 4 results are omitted: 3 for not having any metrics,
since their time on the scene is shorter than the prediction
horizon, and 1 that does not comply with the traffic rules,
driving in one lanelet in opposite direction.

The prediction’s metrics are within the expected results for
such a highly interactive situation. An interesting case happens
for vehicle 12, with an average minFDE of 1.87 m. Due to the
difficulty to predict when the vehicle will start moving after
stopping at the intersection the metric minFDE increases its
value when the vehicle starts to negotiate at the intersection
(around 11.6 s), as can be seen in Figure 12. In this Figure, the
evolution of the variables longitudinal expectation/intention
(left axis) and velocity and minFDE (right axis) are shown
for the whole period the vehicle stays at the scene. The
vehicle is negotiating an all-way-stop intersection, where no
vehicle has priority over the other. Once it starts moving,
the longitudinal expectation and intention drop, assuming the
vehicle will cross the intersection. The vehicle instead yields
to another vehicle, making the prediction error high for a brief
time interval. One way to fix this problem is by learning from
data the probabilities in Table II and adapting them to the
layout context (such as intersection format and rights of way).

At this situation, vehicles 2, 3, 6, 8, 9, 10, 17 and 20 had
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Fig. 13. Evolution of the probabilities from vehicle 15 in situation D. The blue
line represents the probability of being on the correct corridor(s). The vertical
black line is the instant where one or more corridors become unavailable.

trajectories with priority, which means they did not need to
negotiate to cross the intersections (although some of them
had to interact with leading vehicles). Among those vehicles,
the metric minFDE is the worst for vehicle 17, because the
acceleration profile generates acceleration distributions that are
too conservative as the vehicle approaches a tight turn. This
could be improved with data-driven methods to generate better
profiles, which is part of the future work.

Besides the metrics for the motion prediction, the probabil-
ity of being in the correct corridor at each decision is evaluated
using the lead time. In the case where the vehicle is taking the
next exit, it is computed as the difference between the time
where the sum of probabilities of the corridors going through
the exit is greater than the sum of probabilities of the corridors
that stay inside the intersection until these last corridors no
longer exist. An example of the evolution of the probabilities
for a vehicle throughout this situation is shown in Figure 13.
In this case, the vehicle faces one decision, which the system
correctly identifies with 2.1 s of anticipation. The leading time
is bound by the maximum prediction horizon.

The minimum lead time identified was 0.5 s for vehicle 20.
The average for the 18 decisions was 2.68 s.

An example of the resulting motion grid for the last pre-
diction is shown in Figure 14. At this instant, the averaged
evaluation metrics obtained are presented in Table V.

C. Quantitative results

The framework here presented, referred to as Interaction-
Aware Motion Prediction (IAMP), is compared with a combi-
nation of two state of the art approaches found in the literature,
now referred to as baseline 1, and with a learn-based approach,
now referred to as baseline 2.

• Baseline 1: It uses a naive Bayes classifier and Dynamic
Time Warping (DTW) to update the probability of being
in a given corridor [40] and a Kalman filter-based motion
model to generate the predictions [10].

• Baseline 2: the Enhanced Graph-based Interaction-aware
Trajectory Prediction (GRIP++) model [19] has been
trained with the datasets used in this work. In this
approach, the interaction between close agents is repre-
sented with a graph, and it applies graph convolutional
blocks to extract the features from the scene and subse-
quently uses an encoder-decoder long short-term memory
(LSTM) model to make predictions.

The comparison between the approaches is presented in
Table VI, where the average result for each metric is shown.
Since baseline 2 generates point-based predictions, only the
distance-based metrics minADE and minFDE can be com-
pared.

A comparison of the predictions for the whole prediction
horizon for the same instant from Figure 14 is shown in Figure
15. Only the vehicles with the ground truth position available
in the dataset are considered. The interaction between part
of the vehicles is highlighted, where the arrows point to the
dependency of each vehicle. The averaged evaluation metrics
for IAMP and the baselines are presented in Table V.

TABLE V
EVALUATION METRICS FOR AN INSTANT OF THE SITUATION D

COMPARING IAMP WITH THE BASELINES.

Metric IAMP Baseline 1 Baseline 2
minADE (m) 0.5541 1.8712 0.9523
pminADE (m) 1.3282 2.4663 -
minFDE (m) 1.1352 4.5659 2.5028

pminFDE (m) 1.7155 5.2296 -
minDKL 8.5519 17.5894 -
pminDKL 8.9684 18.4542 -

The situation with the minimum FDE was situation D,
with an average of 1.88 m. The biggest value was found in
situation B with 3.29 m. This higher value is due to the fact
that situation B occurs at an all-way-stop intersection. As a
result, none of the entrances have priority over the others,
making it difficult to handle when multiple vehicles arrive at
the same time. On average, the IAMP approach has a better
precision of 2.58 m and 2.22 m in the final displacement error
minFDE and 0.91 m and 0.81 m in the average displacement
error minADE, when compared with baseline 1 and baseline
2, respectively. For the metrics considering the probability of
the correct corridor (pminADE, pminFDE) situation F presents
the worst ratio, due to the fact that it happens at an intersection
with multilane entrances, significantly increasing the number
of possible corridors. The best ratio is presented in situation
C.

The Kullback-leibler divergency in the IAMP approach is
lower in all situations when compared with the baseline 1. One
reason for that is that the covariance of Kalman filter rapidly
increases in the prediction horizon, producing predictions with
high uncertainty.

Regarding the leading time, with IAMP, 5 decisions were
detected with less than 1 s, 29 within the interval 1 - 2 s
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the probability of the corridor.

and the remaining 73 were detected with more than 2 s of
anticipation. The average value over the total 107 decisions
the vehicles faced was 2.84 s. In the case of baseline 1, the
number of decisions in each interval is 19, 28, 60, respectively,
with an average of 2.33 s.

Figure 16 presents the distribution of the error over the
prediction horizon in velocity and position for all vehicles
in all situations with mean value and ±3σ boundary for all
models. With IAMP, the average error for the last prediction
is 2.66 ± 7.01 m for the position and 0.20 ± 5.69 m/s for the
velocity. One factor that affects these values is the resolution
of the abstraction, since the probability distribution within
each state is uniform. The results in the last prediction with
baseline 1 are significantly worse, being the position error

5.11 ± 17.89 m and the velocity error 2.15 ± 11.69 m/s. Since
baseline 2 only gives the position as output, the velocity error
cannot be estimated. For this baseline, the position error for
the last prediction is 3.19 ± 10.70 m.

D. Computational cost

The algorithms here presented were accelerated using GPU
to explore the potential of parallel computing [33]. The ex-
periments were conducted with a computer HP Pavilion with
an Intel(R) Core(TM) i7-7700HQ CPU @ 2.80GHz, 32 GB
RAM DDR4 2667 MHz and a Nvidia GeForce GTX 1050
Mobile with 2 GB VRAM.

For simulation A, which contains 8 vehicles apart from the
ego vehicle, the computation time of each of the modules



13

IAMP Baseline 1 Baseline 2

IAMP Baseline 1

Fig. 16. Position and velocity error over the predicted horizon.

TABLE VI
QUANTITATIVE RESULTS.

GRAY ROWS CONTAIN THE RESULTS FOR IAMP AND WHITE ROWS THE RESULTS FOR THE BASELINES.
METRICS WITH THE SYMBOL ↑ PREFER LARGER VALUES AND METRICS WITH ↓ EXPECT SMALLER VALUES.

Situation Approach minADE ↓ pminADE ↓ minFDE ↓ pminFDE ↓ minDKL ↓ pminDKL ↓ min ld (s) ↑ mean ld (s) ↑

A
IAMP 1.1 1.63 2.66 3.22 8.62 9.1 0.7 2.08

Baseline 1 1.63 3 4.04 5.39 12.58 13.52 0.1 1.51
Baseline 2 1.86 - 4.69 - - - - -

B
IAMP 1.21 2.22 3.29 4.35 9.01 10.07 1.4 2.55

Baseline 1 2 2.72 5.69 6.37 17.47 18.21 0.7 2.63
Baseline 2 2.73 - 7.04 - - - - -

C
IAMP 1.08 1.34 2.66 2.92 8.75 9.01 0.9 2.21

Baseline 1 1.72 2.02 5.14 5.45 17.4 17.85 0.2 1.62
Baseline 2 2.5 - 6.38 - - - - -

D
IAMP 0.78 1.31 1.88 2.41 9.03 9.52 0.5 2.68

Baseline 1 1.58 2.34 3.73 4.5 15.6 16.34 0.5 2
Baseline 2 1.16 - 3.06 - - - - -

E
IAMP 1.13 1.96 2.89 3.8 8.98 9.72 1 3.13

Baseline 1 1.97 3.24 5.34 6.61 12.98 14.32 0.3 2.88
Baseline 2 1.38 - 3.8 - - - - -

F
IAMP 1.38 2.63 3.22 4.61 10.38 11.52 0.9 3.15

Baseline 1 3.23 5.18 8.16 10.05 19.34 21.5 0.1 2.4
Baseline 2 1.92 - 4.95 - - - - -

from Figure 1 is presented in Figure 17. As can be seen,
the cost to compute the Corridors module is negligible, being
the Intention Estimation and Motion Prediction modules the
ones with higher computational cost. The relation between the
complete loop time and the number of corridors is shown in
Figure 18. On average, the cost for a corridor is 32.30 ms.

The computation times for the 6 experiments are presented
in Table VII. Notice that the average computation time for
a corridor stays around 30 ms for all the situations. Since
the computational cost can rapidly increase in situations with
many vehicles/corridors and to avoid leaving the motion
planner without the most recent motion grid, these preliminary
results can be further improved with a prior search of the most
relevant vehicles/corridors that affect the intended trajectory of
the ego vehicle, in order to only use those in the framework
at an anytime fashion [41].

A real experiment was conducted with a Nvidia Drive PX2
hosted on the autonomous vehicle. The hardware architecture
of the Nvidia Drive PX2 hosts a twin system, each with an

Fig. 17. Computational cost of each module of the algorithm.

ARM Cortex-A57 CPU, an integrated Pascal GPU and a ded-
icated GP106 GPU. The GPU accelerated interaction-aware
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TABLE VII
COMPUTATIONAL TIME.

Corridors Relations Intention
estimation

Motion
prediction

Complete
loop time

(avg/max)

Number
of corridors
(avg/max)

Average time
per corridor

Situation A 4.92 20.76 72.15 65.14 180.33 / 250.62 5.83 / 8 32.30
Situation B 3.52 22.45 67.05 90.87 199.21 / 379.14 8.09 / 16 25.16
Situation C 0.64 20.22 80.19 61.38 178.47 / 285.78 5.24 / 9 34.79
Situation D 14.14 45.95 144.95 233.89 476.04 / 755.82 17.38 / 27 28.36
Situation E 37.39 100.18 212.01 316.65 721.91 / 1095.36 23.89 / 35 30.21
Situation F 31.77 57.54 77.65 149.43 353.78 / 712.32 12.63 / 25 29.94

Fig. 18. Complete loop computation time.

Fig. 19. Computational cost of an experiment conducted on the autonomous
vehicle.

motion prediction was assigned the Tegra SoC B along with
its dedicated GPU. In this experiment, the autonomous vehicle
follows a vehicle for several minutes in the Autopia test track.
For this experiment, the relation between the complete loop
time and the number of corridors is shown in Figure 19. On
average, the cost for a corridor is 19.8 ms. The time difference
between Figure 18 and Figure 19 is due to higher interaction
and number of vehicles in the former.

VII. CONCLUSION

In this paper, a novel framework for interaction-aware
motion prediction is presented. It relies on geometrical maps

comprising structural data of roads (left and right boundaries),
as well as on generic navigable corridors produced with the
map’s relational layer, allowing its use in any driving situation.
A Dynamic Bayesian Network is used for the estimation of the
interactions, where a particle filter is used for intention infer-
ence. The motion predictions are computed with an approach
using Markov chains, where the space state is discretized into
equally divided intervals to generate the transitions matrix.
The input to the system is the acceleration distribution in
every state, which considers (i) the constraints imposed by
the layout and other traffic participants and (ii) the vehicle’s
velocity history.

The proposed strategy was applied to 6 intersection situ-
ations extracted from the publicly available dataset inD and
INTERACTION. The interaction between the vehicles present
at the scene is highlighted when compared with two baseline
approaches where the predictions are generated with a Kalman
filter-based motion model and with a neural network model.
The detection of the correct intention computed with the Dy-
namic Bayesian Network outrivals the naive Bayes classifier
with DTW implementation.

As future work, data-driven methods will be used to improve
the acceleration profiles used in motion prediction. An analysis
of the influence of occlusions caused by a lack of visibility
due to static and dynamic objects in the motion planner of
the ego vehicle and an implementation of an anytime version
of the proposed algorithm that can guarantee its execution in
real time without depending on the number of corridors will be
performed. And a third state taking into account social factors
will be added to the longitudinal variables in order to consider
more human-like interactions between vehicles.
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APPENDIX A
INTERSECTION DETECTION

The locations of the intersections are not directly available
on the lanelet map. In order to extract them from a given map,
a systematic procedure needs to be designed. The strategy
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followed is presented in Algorithm 1. A working version of
the algorithms used to handle intersections is available in
https://git-autopia.car.upm-csic.es/open source/intersections.

Algorithm 1: Extract Intersections

1 for all laneletPair do
2 if GeometricIntersection(laneletPair)

then
3 laneletTable(laneletPair)← true
4 end
5 end
6 for i < lanelets.size() do
7 GroupRecursive(i, laneletTable)
8 end
9 for all potentialIntersections do

10 for all laneletPair in intersection do
11 if laneletPair share successor then
12 intersection← laneletPair
13 end
14 if laneletPair does not share predecessor then
15 intersection← laneletPair
16 end
17 end
18 end
19 for all intersections do
20 CorrectEntrancesAndExits(intersection)
21 SearchPriorities(intersection)
22 end

Algorithm 2: Recursive Search

1 Function GroupRecursive(index, laneletTable):
2 for j < laneletTable.row(index) do
3 if laneletTable(index,j) == true then
4 intersection← lanelet(i, j)
5 laneletTable(index, j)← false
6 GroupRecursive(j, laneletTable)
7 end
8 end

Given a lanelet map, first a table of booleans is created by
geometrically intersecting all lanelet pairs. Then, a recursive
search is performed in that table, which will produce sets of
overlapping lanelets that constitute the first potential intersec-
tions. This recursive procedure is detailed in Algorithm 2.

After finding the set of potential intersections, the next
step is to narrow down the lanelets to only the ones that
influence the interaction between agents. This will discard
uninfluential lanelets. The lanelets are kept or removed by
searching common successors and predecessors (obtained
from the relational layer) which will reveal if the lanelets are
merging or diverging, and will therefore indicate the influence
they exert on the intersection. Finally, the entrances and exits
are identified by finding the first and last points of the lanelets
centerline and correcting them to the intersections bounding
box.

Entrances and Exits
To define the entrance and exit points, first, the lanelets

entering and leaving the intersection are split according with
the relational layer. Second, connection corridors linking all
entrances and exits lanelets are obtained.

Like lanelets, corridors are composed of a left and right
bounds. From these bounds, the centerline is computed by
averaging the bounds. The entrance points are set over the
centerline as follows:
• if there is no regulatory element linked to the entrance

lanelet, the entrance point is the first point from the
centerline.

• if there is a regulatory element defining that the corridor
has to yield/stop, the entrance point is the overlapping
point between the centerline and the yield line;

The exit points are the last points of the centerline of the
exit lanelets.

If only these steps are followed, the entrances and exits
can be placed far from the actual conflicting zone. To fix
this potential problem, the intersected areas are joined and
bounded by a rectangle that represents the minimum area of
the physical intersection of the lanelets with an additional
margin. The entrances and exits that are outside this rectangle
are rearranged to be as close as possible to the conflicting
zones.

Priority definition
To define which corridor has the right-of-way with respect

to each other, a priority table is defined for each intersection.
To that end, a pairwise comparison is performed between
the connection corridors considering the regulatory elements
attached to the lanelets and following these set of rules:
• if the corridors intersect geometrically:

– if corridor a has the right of way and corridor b has to
yield, (a, b) is set to 2 and (b, a) is set to 1.

– if none of the corridors carries information about their
relation, (a, b) and (b, a) are set to 1.

• otherwise, (a, b) and (b, a) are set to 0.
For those cases where no information can be obtained from

the regulatory elements, the priority is normally determined
by road positioning, direction of the corridor (intention of the
driver) or who came first.

To this end, each intersection also contains information
regarding the displacement of the entrances (which entrance is
on the right of the other) and which corridors turn left, based
on its geometry, to set that they have to yield to oncoming
traffic.

From this pairwise comparison, the conflict zones are ob-
tained. They are the areas where the corridors geometrically
intersect. For each comparison, the start and end points are
stored to be used to compute the crossing time of the vehicles
going through these corridors.

Connection corridors optimization
To improve the intention detection at intersections, all

connection corridors have their centerline optimized using the
following cost function [42]:
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Corridor's bounds

Center points from the average of the bounds
Center points optimized

Fig. 20. Example of the optimization.

J = w1l + w2k̇
2 + w3k̈

2 (14)

where l and k are respectively the distance and curvature of the
optimized path, and w1, w2 and w3 are weights set empirically
as 100, 10000 and 5000, respectively.

The centerlines are split into parts and stored with each
corridor’s lanelets. Figure 20 depicts one example of the
optimization compared with the centerline obtained from the
average of the corridor’s bounds.
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École des Mines de Paris, France, in 2006. From
2007 to 2009, he was a Visiting Professor with the
University Carlos III of Madrid, Spain. From August
2013 to August 2016, he led the Department of
ADAS and Highly Automated Driving Systems at
Ixion Industry and Aerospace SL, where he also
coordinated all the activities in the EU Research and

Development funding programmes. He has been leading AUTOPIA Program
at CSIC, since October 2016. He has developed his research activity in six
different entities with a very intense activity in project setup and management,
through over 40 international and national R&D projects, where he is or
has been IP of 17 of these projects. He has published over 100 articles in
international journals and in international conferences on autonomous driv-
ing, intelligent transportation systems, model-free control, and probabilistic
approaches for embedded components in autonomous vehicles.


